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In this chapter we discuss issues regarding behavioural typing in concurrent pro-
cesses and object calculi. In contrast to the functionnal paradigm, processes and
objects do exhibit state, interaction and behaviour. The actions that may be en-
gaged by a process (we can similarly talk about the methods that may be invoked
on an object) depend on its state. Using object terminology, objects are said to
manifest non uniform service offers. Behavioural typing is then highly relevant. It
allows one to reason about types in this dynamic setting. For instance, behavioural
type systems may be used to statically check properties such as ‘no service denial’.
First, we introduce and motivate behavioural typing and briefly present its main
characteristics and issues. Then we discuss one of the approaches based on explicit,
interface-based behavioural typing.

13.1 Introduction

Let us start with a motivating example. Consider the typical case of an object
representing a one-place buffer. As only one element at a time can be stored in this
buffer, it offers alternatively the put and the get methods. An implementation of
this buffer in Java would be as shown in Figure 13.1.

In this example, the Buffer class has a Boolean member named empty. Initially,
empty is true. The service put is available only if empty is true, and, conversely,
the service get can be performed only if empty is false.

The inspection of the code of the buffer reveals that, to be used correctly, only
the put method can be called initially, henceforth allowing the get method. Note
that it is not possible to know this just by examining the type of the buffer as
seen by Java. This information is hidden in the ‘synchronization constraints’ of
the object code. Invoking a method when it is not available yields a ‘service not
available’ error. Statically checking for this kind of errors is very difficult if the
synchronisation constraints do not relate to the type of the object.

In addition, let us consider this same bufler in a distributed environment, and
let us imagine that two clients of this buffer, a producer and a consumer, have
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public class Buffer{
private Boolean empty;

public Buffer(O{
empty := true;

}
public void put(Object o) throws ServiceNotAvailable {
if (!empty) throw new ServiceNotAvailable();
else{
empty := false;

}
}
public Object get() throws ServiceNotAvailable {
if (empty) throw new ServiceNotAvailable();
else{
empty := true;

Fig. 13.1. The one-place buffer in Java.

concurrent access to its services. In this case, the producer and the consumer have
to coordinate their actions to avoid a service call when it is not available.

One approach to solve this problem consists in defining a type language that
embraces (an abstraction of) the behaviour of the objects. Many authors have
taken this approach, which has now become an active field of research. We present
a discussion of some of these contributions in the last section of this chapter.

13.2 Dimensions of Behavioural Typing

Behavioural typing is being investigated along a variety of dimensions: expressive-
ness of the typed language, expressiveness of the type language, the involved se-
mantical relations (equivalences and preoreders), the communication medium, the
failure model and the properties enforced by the type system. We discuss these
dimensions briefly in the following:

e The languages studied are generally based on mobile process algebras [MPW92]
(see also Chapter 9 of this book) or on an Actors model [AMST92] (see also
Chapter 8 of this book). They may involve higher order constructs, like, for
example, polymorphism and code mobility. Some approaches also involve security,
real-time and quality of service. In general, a compromise is sought between
the expressive power of the language (and its associated type language) and the
complexity and decidability of the type system.
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e A diversity of abstractions can be retained from the code for inclusion in the type
language. In the earliest proposals, types reflected the capacity of the commu-
nication ports (input or output) or their sorts (their signature). An important
dividing line is drawn between state-based (see Chapter 12) and interface-based
(see Chapter 11) typing. In the former a part of the internal object state is in-
cluded in the type, whereas in the latter only elements of information from the
interfaces are included in the type. Both approaches have their pros and cons.
State-based typing is more powerful and can discriminate between, for example,
a two-place FIFO buffer and a two-place stack. Interface-based typing is less in-
trusive in the object code and thus can be applied more generally. As with typing
in general, behavioural typing can be either implicit or explicit. The usual pros
and cons apply: implicit typing makes code more concise, whereas explicit typing
clarifies the contract between an object and its environment. Explicit typing also
allows the constitution of shared type repositories. This falicitates the safe ex-
tension of distributed applications. An interesting hybrid approach is synthesized
types, whereby the type is synthesized from the code and then exported to the
type repository.

e The definition of the type system is based on notions of type equality and sub-
typing. These make use of well-known equivalence and preorder relations defined
on behaviours and transition systems [BD99, BBSDS97].

¢ In some approches, the typing system addresses the issues related to distribu-
tion: asynchrony, concurrency, resource sharing, failures, communication. Some
proposals involve the concept of locality, which then represents the unit of fail-
ure. Various semantics are being considered for communication media: reliable or
lossy, order-preserving or not, with or without bounded latencies. The complexity
of the type system is dependent on the assumed properties of the communication
and execution environments.

e The properties guaranteed by the type system span from simple usage properties,
like, for example, linear types (ports are used once), unique receptionists (ports
have unique receptors), port capabilities (input, output, client, server, etc); to
more involved properties, like, for example, deadlock avoidance and the absence
of service denial. Of particular importance are the substitution properties (strong,
weak) between subtypes. Some proposals deal with the issue of smooth and safe
extension of existing configurations.

13.3 An Explicit Behavioural Interface-Based Typing Example

In the sequel, we present an approach for behavioural typing based on an explicit
type language for interfaces. This is an integration of previous work of the authors
INN97, NNS99a, NNS99b| and also an extension to that work. A type of an interface
is a labelled transition system that specifies the temporal ordering of the available
methods (services) at the interface. Each transition label is a method signature.
In addition, each interface has to be declared to be public or private. A private
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object interface has only one client at a time and may offer nonuniform services,
depending on the ‘protocol’ that the client and the server have agreed on. On the
other hand, a public interface can have multiple clients at the same time and is
required to perform the same services for all of its potential clients: the services on
a public interface are uniform.

To enforce coordination between objects, the type system does not allow duplica-
tion of private interface references; hence, only one client at a time can invoke the
services of a private interface. Thus, holding the client role of a private interface is
similar to holding a token allowing access to the server interface. Multiple clients
of a given private server interface must ‘cooperate’ by passing the client role. The
matching between the sending and receiving of client roles can be statically checked
to enforce the coordination of clients.

An interface type specifies:

e the behaviour type of the interface, that is, the succession of available services;

e the mode of the interface: public or private;

e the role of the interface: client or server. An object that has the client role (noted
1) of an interface can invoke the services offered at this interface. An object that
has the server role (noted ?) can offer services on the interface.

Remark: Usually, the client role of an interface is called a reference to this interface,
whereas the server role of an interface is simply called the interface.

13.4 Behaviour Types

A behaviour type is a triplet (E, z, r), noted E > rz, where z is the behaviour type
identifier, 7 is a set of role (also called capabilities) capabilities (r C {!,?}) and E
a finite set of equations of the form z, = e, where each z; is a behaviour type
identifier that appears once and only once on the left-hand side of an equation and
e) 1s an expression of the form:

n
e = Zml(ﬁzfz), z; |with [ £ 1" = my # myp.
i=1

where:

e each m; is a method name. We call M the set of method names.

e cach g;z; is a list of the form: pll-:cil, e pf:cik, describing the behaviour types of
the arguments of method m;. Each :Bf is a behaviour type identifier and pz a role,
that is, client (!), server (?) or both (!7).

e cach z! is a behaviour type identifier.

There exists a predefined behaviour type, nil, that does not appear in the left-
hand side of any equation.
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In our model we consider only deterministic types, that is, if there is a choice
between two messages of a behaviour type expression, the names of the messages
must be different.

Note: In the following we will consider, without loss of generalityt, that all of our
behaviour types are defined in the same environment, F. We will then omit this
environment when writing a behaviour type, that is, F > rz will be written rz. We
let X, Y, Z range over behaviour types.

13.4.1 Type Behaviour

In this section we define the dynamic aspects of behaviour types. A behaviour type
X that performs action a and then evolves to a new behaviour type X' is denoted
by the transition:

X 2+ X

An action is a method signature annotated with a role: pm(X,..., X,).

Behaviour type transitions are defined by the following rule:

n
1.1 k&
xzzmi(pixif"vpiwi); z; where p e {!,?} and
=1 p C rand (Type — Act)
1<j<n

1,.1 k. k
pm;(pj @) P a))
ro i3’ J 7 ro

=N

Note: The behaviour type, r nil, where r is any (valid) set of capabilities, cannot
evolve.

We define now the function possible(X), which is the set of method names that
can be handled by the behaviour type X.

Definition 1 (Possible)

possible(X) = {m e M,3X’ 3Y | XL(Y)»X’}

13.4.2 Behaviour Type Equivalence

Bisimulation is a behavioural equality relation over behaviour types. This definition
is very close to the definition of process bisimulation in CCS (see [Mil89]). The main
difference is that in our case the actions need to be bisimilar, too.

1 Two behaviour types defined in two distinct environments can be simply redefined in the union of these
environments with an appropriate renaming of type variables.
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Definition 2 (Bisimulation)

A binary relation 8 over behaviour types is a bisimulation if (X1, X2) € B implies :

i) X MXf = Xy MXQI and (X[, X3) € 5,(}:/1, 5:’2) ep
i) X 2™ xt = x, 2™ X7 and (X5, X)) € 8, (Ya, V1) € B.

Definition 3 (Behaviour type equivalence)

Two behaviour types X1 and Xy are equivalent, noted X1 ~ Xo, if and only if there
exists a bisimulation 8 such that (X1, Xo) € 5.

We define a predicate uniform(X) formalizing the notion of uniform behaviour
type.

Definition 4 (Uniform)

uniform(X) holds if X pm(Y), x implies X ~ X'

13.4.3 Behaviour Subtypes

Our subtyping relation is based on a simulation relation ([Mil89]).

Definition 5 (Simulation)

A binary relation S over behaviour types is a simulation relation if (X1,X2) € S
implies :
i) Xy AL X1 = X, ML X and (XU, X5) € S,(Y1, Ya) €S

i) X 2 xr o x U x1 and (X5, X1) € S, (Ya, Vi) €S

Informally, an interface type Xj is a subtype of a type Xo iff:

client case: the processable messages of Xy are a subset of the processable messages
of Xl.

server case: the processable messages of Xq are a superset of the processable mes-
sages of Xo.

This guarantees the safe substitution of a supertype by its subtype.
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Definition 6 (Subtypes)

A behaviour type X1 is a subtype of a behaviour type Xo, noted X1 < Xo, if there
exists a simulation S such that (X1, X2) € S.

13.5 The Object Calculus

Our object calculus, OL, contains ingredients from both the m-calculus (see Chapter
9 of this book) and the Actors model (see Chapter 8 of this book). Among its
distinguishing features are the use of syntactic sugar for method definition and
the restriction of the choice operator to receiving actions only. Communication is
asynchronous for public interfaces and by rendez-vous for private interfaces (Note:
the rendez-vous can be replaced by ordered reliable communication). Our calculus
is in fact asynchronous. We have chosen rendez-vous communication for private
interfaces for technical reasons and for simplifying the presentation. The formal
syntax of the calculus is given in Figure 13.2.

1 w: T (interface typing)
Del == A[I] = B (behaviour definition)
Rep == u[my(LL) = By,---,mu(I,) = By, (reception action)
B == 0 (inactive behaviour)
|  u.m(p?) > B (emitting action)
| >, Rep; (multi — interface choice)
|  new u:Tin B (interface definition)
|  A[p?] (behaviour instantiation)
|  create A[p¥] > B (behaviour creation)
B (simple behaviour)

| [u.m(®)] (message)
|  mnew wu:Tin C (interface scope)
|

C | C (parallel composition)

Symbol Signification

T interface type
A behaviour name
u, v interface name
M, My, -, My method name

p role

B behaviour

c configuration

Fig. 13.2. Syntax of OL.
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13.5.1 Operational Semantics

We present the operational semantics of object configurations in two steps. We first
define a structural congruence relation, and then we give a reduction relation that
specifies how object configurations evolve.

13.5.1.1 Structural Congruence

Bound and free variable occurrences are defined as usual.

Definition 7 (Bound and free variables)

Inlerface name occurrences appearing in the scope of a behaviour definition (A[j] =
B), a reception action (u[mi(L) = B1,---,m,(I,) = By]) or an interface creation
(new u: T in B) are bound; otherwise they are free.

Definition 8 (Substitution)

The substitution Bfv/u] denotes the simultaneous replacement of all of the free oc-
currences of u by v in B.

We can define the congruence relation, denoted =. The first structural rules state
that the choice operator between receptions is commutative and associative:

Repy + Reps = Repo + Repy

(Repi + Repa) + Reps = Repr + (Repa + Reps)

The parallel operator is also commutative and associative, and 0 is its neutral
element:

Ci| Co=0Cr | Oy
(C1| C) | C3=C1|(Ca | C3)

clo=c

The order of the introduction of the interfaces is meaningless:

new u1: 71 in (new ug: Ty in C) = new us: T in (new u1: Ty in O)
for uy # us.

The last two rules are the w-calculus scope extrusion and alpha-conversion:

(new u:T in C1) | Co =new u:T in (Cy | C2) if u is not free Cy
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new u: T in C =new v: T in Clv/u] if v is not free C

13.5.1.2 Reduction Rules

The evolution of object configurations is given using reduction rules (see Figure 13.3).
A reduction rule specifies how a configuration can evolve by making a single and
atomic step. The evolution of configurations involves message creation and absorp-
tion. The syntax of a message is similar to the syntax of the method invocation,
except that the message has no continuation. To avoid any ambiguity, messages are
written between brackets: [u.m(7)].

In some cases, the reductions will be annotated by a ‘label’: C} . (5. The
labels are of the form w.m, where u is an interface name and m a method name.
These labels will be used to keep track of the evolution of private interface types.

To distinguish between the interactions on public and private interfaces, the emit-
ting actions on public interfaces will be denoted ‘.’, whereas the emitting actions
on private interfaces will remain denoted ‘.’ (dot).

In OL, interactions on private interfaces are by rendez-vous. The emitter and the
receiver must synchronize (see rule R1).

An interaction on a public interface is performed in two steps. First, the emitter
generates an asynchronous message (see rule R2); then this message is absorbed by
its destination interface (see rule R3).

An object instantiation is performed simply by the syntactic replacement of the
formal parameters by the actual ones (see rule R4), whereas an object creation
instantiates a new object that runs in parallel with its creating object (see rule R5).

The type of a private interface is updated each time an interaction occurs on
this interface (see rule R7). The rule label (set by rule R1) is used to determine
the interface on which the interaction took place. The type of a private interface
remains unchanged (see rule R9).

13.5.2 Static Semantics
13.5.2.1 Introduction

An interface type is a pair (u, X ), noted p X, where pu is the mode of the interface
(public or private) and X its behaviour type. Interface types will be ranged over by
the meta-variable T'.

We extend type transitions and subtyping to interface types.

Definition 9 (Interface’s type behaviour)

An interface type can perform the same actions as its behaviour type:

(Y1,,Yn) X/

P SLACRESCROWIS ST i
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( | ul---,m(:T) > B,---] + LRep; )

u.m(®) > B’

“fBlw/7] | B" (R1)

wm(?) > B — B | [u.m(?)] (R2)

[u.m ()]
Ala:T) "% B
Ait) — Bja] BY
Ala:T) % B (R5)
create A[?9] > B' — B[v/4] | B
B B!
(R6)

B|B,—*+B|B

C u.m C/ T pm(i‘) TI
with pe {1,7}  (R7)

new uv:7 in C — new u: 7' in C’

C v.m C/

with v #u  (R8)

new u: 7 in C —¥™ » new u: 7T in '
cC— (R9)
new u:7 in ¢ — new u:7T in C’
Cl—L 0 =0 C=C)
R10
Cl { 02 ( )

Fig. 13.3. Reduction rules.

Definition 10 (Interface subtyping)

An interface type T1 is a subtype of an interface type To if they have the same
mode p and if the behaviour type of Ty is a subtype of the behaviour type of To:
pXy <X pXo if X1 < Xo.

Our typing system must be careful about the capabilities of interfaces. We need
to formalize the mechanism by which behaviours acquire new roles. To this end, we
define a role addition operation as follows.
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Definition 11 (Role addition)

Role addition is defined by the following equations and is undefined otherwise:

(urz)oe? = plru{?})z ift?7er
(private rz) ®@! = private (rU{!})z ifl¢gr
(public rz) ®! = public (rU{!}) z.

The client role of public interfaces can be ‘added’ without restriction. In the other
cases, the role addition is permitted only if the role is not present yet in the interface
type. To understand this operation, one may consider its inverse: role subtraction.
Each time an interface role is passed (as an argument of a method invocation), this
role is subtracted from the interface type. If an object passes the server role of one of
its interfaces, then this object loses the capability to offer services on this interface.
Similarly, if an object passes the client role of one of its private interfaces, this
object will no longer have the capability to invoke services on this interface. This
mechanism ensures that server roles (both public and private) and private client
roles are not duplicated. Conversely, public client roles can be shared by many
objects. Thus a public interface type remains unchanged after the subtraction of a
client role.

Notation: The expression 7 @ !7 denotes the successive additions of the client and
server roles: (T @) @ 7.

Definition 12 (Interface type addition)

Interface type addition is defined by the following equations and is undefined other-

wise:
(pmz) ® (prpz) = p{(nz) © ) frnFo
(priz) @ (proz) = prz if p=0.

The second equation is necessary because role addition is not defined for an empty
capability.

A typing context I' is a set of bindings of the form: w : T or A : (T4,..., Ty).
The set of interface names appearing in a context I' is called the context domain:
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Dom(T'). The static semantics is given using the following judgments:

Judgment Signification

F'-wu:T In the context I' the interface u has type T.
L-AA(T) In the context [’ the object A has type (T').

r-=nB In the context I' the behaviour B is well — typed.
r=cC In the context I' the configuration C' is well — typed.

| |
i
i

otherwise:
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